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Abstract. The quality of online customer assistance plays an essential role
in shaping the overall user experience across various industries. As customer ba-
ses grow, the volume of queries and usage issues also increases, necessitating
efficient and cost-effective solutions to manage these demands. The rise of Large
Language Models (LLMs) has made automating chatbot solutions essential for
delivering effective services, such as technical assistance, troubleshooting, and
personalised recommendations. With the abilities of Retrieval-Augmented Gen-
eration (RAG) architectures, applying LLMs to domain-specific tasks requiring
specialised knowledge has become increasingly important. In this paper, we ex-
periment with different approaches to develop a multimodal chatbot capable of
responding to user queries in various formats, including text, images, tables, and
audio, across multiple languages. To address the limitations of LLMs in provid-
ing accurate answers related to private knowledge sectors, as well as the con-
straints of traditional RAG models in retrieving information from general
knowledge on the web that is not included in the private knowledge base, to
tackle this this study presents a multi-agent approach. The chatbot leverages pri-
vate domain knowledge bases while maintaining the ability to access web-based
resources for out-of-domain queries using a multi-agent paradigm. Our study
evaluates the impact of different vector stores, embedding models, and chunking
parameters on model performance. To refine our results, the evaluation was con-
ducted in two stages, narrowing the focus to the optimal model parameters that
achieved higher accuracy. Performance was assessed using RAGAS and hit im-
age rate evaluation methods, ensuring robust measurement of retrieval accuracy.
This study demonstrates the applicability of the proposed approach to diverse
datasets across various domains, effectively addressing business-specific queries.
To produce a smarter, and more capable customised Al chatbot assistant that en-
hances the overall user experience.

Keywords: Large Language Models, Multi-Modality, Retrieval Augmented
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1 Introduction

In all businesses, it is often acknowledged that providing excellent customer service
is essential to gaining customer satisfaction. [9]. Customer loyalty, spending patterns,
and the range of items purchased are all more strongly influenced by customer service
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than by the perceived worth of the individual products, according to research. [13]. As
a result, companies are using Al-powered chatbots for customer service increasingly as
dynamic tools to improve their customer support operations. These virtual assistants
provide individualised product suggestions, answer questions, and give customised
help to enable smooth interactions between administrators, customer service agents,
and clients. The trend towards Al-powered solutions is driven by the increased focus
on cost-effectiveness and enhancing customer experience. Even though LLMs are fairly
adept at understanding natural language, they still have trouble interpreting multimodal
inputs like text, audio, and images. The advancement of artificial general intelligence
depends on processing these multiple input forms, requiring for a basis in contextual
awareness and real-world knowledge [8]. This paper tries to fill a gap in the market by
suggesting a system that allows companies provide round-the-clock virtual customer
service that can answer questions and solve problems for customers. The context and
complexity of user inquiries can often not be completely grasped by traditional cus-
tomer service methods, such as email correspondence and keyword-based search en-
gines, which results in undesirable outcomes on many occasions. To overcome these
limitations, we suggest an intelligent chatbot system that can rapidly browse a
knowledge base, parse natural language queries, and apply advanced LLM methods to
provide accurate, user specific information that is contextually relevant. This initiative
aims to achieve the following goals:

- Provide multimodal responses: The system delivers answers in text, images, and
audio formats, including a text-to-speech feature that reads responses aloud.

- Support multiple languages: Users can select their preferred language for
translations, with support for English, Arabic, and Spanish.

- Incorporate multiple agents for problem-solving: Using the ReAct framework,
reasoning and action-based agents ensure precise and context aware responses,
even for queries that extend beyond the system’s internal knowledge base.

- Evaluate vector storage systems: A comparative analysis of vector databases
such as FAISS, Chroma, and Qdrant assesses their impact on chatbot
performance, offering valuable insights for future implementations in other
industries.

- Optimise chatbot fine-tuning: Experiments focus on adjusting chunking
techniques, temperature settings, and embedding methods (comparing OpenAl
and Hugging Face embeddings) to maximise the system’s accuracy and
efficiency.

- Test multimodal capabilities in real-world scenarios: The system is tested on
the "Picture It! 10 user manual” dataset in technical support environments,
showcasing its ability to enhance response accuracy and boost customer
satisfaction.



This research significantly advances the field by addressing the challenges of
integrating multimodal inputs and fine-tuning parameters, while also demonstrating the
practical benefits of Al-driven virtual customer support. The remainder of this paper is
organised as follows: Section 2 reviews the related works. Section 3 presents the
methodology. Section 3: discusses the results. Section 5 Concludes the work and
addresses the future work.

2 Related Works

2.1  Chatbot Methodologies and Development Paradigms

Chatbots are intelligent systems designed to simulate human conversation by
recognising input and generating appropriate responses [3]. Their development
methodologies can be broadly categorised into two main approaches: rule-based and
Al-based models. Rule-based chatbots operate through the use of manually encoded
predefined patterns that are often fragile, very domain specific, and challenging to
generalise to different contexts or problems.[20]. In contrast, Al chatbots utilise
Machine Learning (ML) algorithms to learn from extensive datasets of human
conversations, enabling them to manage a wider variety of user inputs [4]. Al chatbots
can be further classified into two types: information retrieval models, which retrieve
message-response pairs based on user queries—similar to search engines [18]—and
generative models, which construct responses word by word. Although generative
models are capable of producing more nuanced and contextually relevant replies, they
require intensive training to master the subtleties of language [4]. Both Al and rule-
based models aim to enhance interaction between humans and machines; however, Al
models provide greater flexibility and adaptability, making them better suited for
dynamic conversational environments.

2.2  RAG for Multi-Modal LLMs (MLLMs)

RAG systems effectively integrate retrieval-based methods with generative models
to produce responses informed by external data. In a typical RAG framework, a query
is first embedded, the relevant information is retrieved from a vector database, and then
a generative model is employed to formulate a coherent response [14]. Recent innova-
tions have introduced a hybrid RAG approach that combines Sentence-Window and
Parent-Child techniques, resulting in performance improvements over traditional RAG
models [15]. Furthermore, a novel framework has been developed to optimise carbon
emissions by integrating RAG with large language models, illustrating the versatility
of this approach in addressing sustainability challenges [21, 1]. In the healthcare sector,
RAG has been instrumental in enhancing the interpretation of clinical guidelines, such
as those related to liver disease [11]. Additionally, RAG has shown promise in biomed-
ical visual question answering, where the combination of image-text representations



with retrieved data has proven effective [24]. These applications underscore the poten-
tial of RAG systems to enrich responses and improve decision-making across various
domains.

2.3 Evolution and Expanding Applications of LLMs

Recent advancements in LLMs have driven the development of autonomous agents
capable of functioning across a broad range of domains, including search engines, soft-
ware development, gaming, recommendation systems, and scientific research [23, 5,
7]. These LLM-powered agents have also demonstrated significant applications in busi-
ness analytics [25], stock market predictions [19], and healthcare [12]. A key innova-
tion facilitating these capabilities is the Chain of Thought (CoT) reasoning method,
which improves the model’s capacity to solve multi-step problems by deconstructing
complex queries into sequential reasoning steps. This approach is particularly effective
in addressing technical support inquiries and customer service challenges, where CoT
reasoning enhances the system’s ability to tackle complex issues [10]. Moreover, ReAct
agents—designed to handle multi-step queries by combining reasoning with action—
have shown considerable success in customer service applications, particularly within
technical fields that demand both analytical reasoning and practical actions [17]. The
implementation of multi-agent architectures further augments LLM capabilities, allow-
ing multiple autonomous agents to specialise in distinct tasks. This structure enables
more efficient handling of data retrieval, reasoning, and action tasks, leading to im-
proved performance and accuracy [6]. Furthermore, the integration of multi-modal ca-
pabilities has become increasingly critical, particularly in customer support systems
that must process a variety of input types, including text, tables, and images. MLLM
systems, such as OpenAI’s GPT-4, can extract and analyse information from technical
documents containing heterogeneous data formats, thereby delivering more contextu-
ally enriched and accurate responses [16, 22, 2].

Extensive research has been conducted on text-only Retrieval-Augmented Genera-
tion (RAG) systems and their optimisation, particularly in domains such as healthcare,
legal, and customer support [28]. These systems primarily provide interaction based on
unimodality, employing either button-based interactions or free-text inputs [26]. How-
ever, the application of multimodal RAG merged with the multi agent approach in the
customer support domain remains less explored in the literature compared to textual
RAG systems. A comparative analysis of 11 popular chatbot application systems eval-
uated their functionalities and technical specifications. The findings revealed that
nearly 75% of customers have experienced poor customer service, indicating that gen-
erating meaningful, long, and informative responses remains a significant challenge
[27]. This underscores the need for advancements in chatbot systems to enhance cus-
tomer satisfaction. A key distinction between multimodal and textual RAG tasks lies in
the requirement to unify diverse modalities into a single representation, a process
known as modality alignment [29]. Despite notable advances, present systems do not
adequately address the integration of multimodal capabilities, restricting their use in
real-world customer service scenarios. Furthermore, while these systems have the



potential to improve query resolution, further research and refining are needed to de-
termine how such solutions improve the user experience.

3 Methodology

3.1  Model

The methodology for this project incorporates multimodal input processing, fallback
mechanisms, and the RAG technique to provide comprehensive responses to user que-
ries. The system utilises vector embeddings to conduct similarity searches within a pri-
vate knowledge base, which includes extracted data from various sources such as text,
images, and tables found in PDF documents. In instances where relevant information
cannot be retrieved from the internal knowledge base, the system employs a fallback
mechanism to conduct an online search for additional information as illustrated in Fig.
1.
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Fig. 1. Proposed architecture for the multl modal - multi-agent RAG with GPT-40 model,
open Al embeddings, FAISS indexing and ReAct reasoning with multilingual capabilities.

Data Preprocessing and Summarisation: The system initiates its process by pre-
processing input PDF documents. Text is segmented into manageable chunks, while
images and tables are extracted and encoded for further analysis. The GPT-40 model
then generates textual summaries for all extracted data, encompassing text, images, and
tables. These summaries encapsulate essential information from each modality and pre-
pare the data for embedding. The summaries produced by GPT-40 are stored as indi-
vidual documents, serving as the foundation for embedding generation and subsequent
retrieval.

Embedding Generation and Storage: In one series of experiments, OpenAl Em-
beddings are applied to the stored document summaries, transforming them into high-
dimensional vectors. In a separate experimental setup, Hugging Face Embeddings are
utilised as an alternative, allowing for comparative performance analysis with OpenAl
Embeddings on the same dataset. For embedding storage, the generated embeddings
are managed in memory using various vector storage systems. FAISS (Facebook Al
Similarity Search) indexing is employed to efficiently store embeddings and facilitate



rapid similarity searches. Additionally, Chroma and Qdrant vector stores are explored
in separate experiments to assess their performance in handling multimodal embed-
dings.

Query Processing and Retrieval: When a user submits a query, either as text or
transcribed from speech—the query is converted into an embedding using the corre-
sponding embedding model (OpenAl or Hugging Face, depending on the experimental
design). This query embedding is then compared to the stored document embeddings
using cosine similarity. The system retrieves the document with the highest similarity
score, ensuring that the most relevant content is selected. If necessary, the retrieved
document may undergo further processing by GPT-40 to generate a refined response.

3.2  Experimentation

The system’s performance was assessed through a two-stage experimental process.
The initial stage concentrated on evaluating different vector storage systems and em-
bedding models, while the second stage focused on optimising chunking strategies, em-
bedding methods, and temperature settings to further refine the system’s capabilities.
In the second stage, after identifying FAISS as the most effective vector storage system
and OpenAl Embeddings as the optimal embedding model in the first phase, the sub-
sequent stage homed in fine-tuning additional system parameters. Reducing chunk size
improved the segmentation process by enabling the system to process smaller, more
precise data segments, resulting in enhanced retrieval accuracy and faster response
times. Moreover, adjusting the temperature setting to zero made the model more deter-
ministic, producing consistent and concise outputs, particularly beneficial for handling
technical content. This structured, two-stage experimental approach facilitated system-
atic finetuning of the system, ultimately leading to a highly efficient and accurate mul-
timodal RAG pipeline. The process significantly enhanced the system’s ability to de-
liver precise, contextually appropriate responses across various input formats, further
strengthening its application in real-world technical support scenarios.

3.3 Dataset Used

The dataset utilised for experimentation was the “Picture It! 10 User Manual,” a
comprehensive guide provided by Microsoft for its photo editing software. This dataset
encompassed text, images, and tables formatted as a PDF, necessitating multimodal
processing. In addition to standard preprocessing, a manual annotation process was
conducted to create question-answer pairs and establish a ground truth. Each question-
answer pair was meticulously annotated by human experts, ensuring that accurate tex-
tual answers and relevant image paths were correctly aligned with the corresponding
queries. This annotation process closely resembles LangSmith’s multimodal retrieval
dataset, but it has been specifically adapted for software documentation, facilitating
thorough benchmarking of the system’s performance within this domain.



3.4  Evaluation

The system was evaluated using several key performance metrics, leveraging the
RAGAS (Retrieval-Augmented Generation Automated Scoring) framework. Key met-
rics included context precision, which assesses the signal-to-noise ratio of the retrieved
information, and context recall, which evaluates whether all relevant details necessary
to answer a question were retrieved, based on human annotated ground truth. Faithful-
ness is another critical metric that gauges the factual accuracy of the generated answer
by comparing the number of correct statements to the total number of statements in the
response, as outlined in Equation (1):

Faithfulness = Number of supported statements (1)

Total number of statements

Answer relevancy measures how closely the answer addresses the original question,
as illustrated in Equation (2):

AR ==Y, sim (q, qi) &)

Where:

* nisthe number of generated questions,

+ sim(q,qi) is the cosine similarity between the original question and each generated
question.

All these metrics are scaled between 0 and 1, with higher scores indicating better
system performance. The evaluation was conducted across both text and image-based
queries, ensuring that the system efficiently handled multimodal inputs. A novel exten-
sion to the RAGAS framework, the Hit Image Rate, assesses the system’s ability to
retrieve the correct image paths corresponding to a query. The Hit Image Rate can be
calculated as shown in Equation (3):

- Number of correct image recommendations
Hit image rate = ! g

@)

Total number of image recommendations

4 Results and Discussion

4.1  Model Evaluation and Comparative Analysis

The evaluation process, as summarised in Table 1, involved a comprehensive anal-
ysis of various configurations of LLMs, vector stores, and embeddings using the Re-
trieval-Augmented Generation Automated Scoring (RAGAS) technique.

Table 1. RAGAS Evaluation results for different configurations of LLMs, vector stores, and

embeddings.
LLM Vector Embedding | Image | Faith- | Answer | Context Cont | Overa
Model Store Type Re- fulness | Rele- Precision | ext ]
trieval vancy
GPT-40 |In memory | OpenAl Em- | 66.67 63.15 |[92.71 92.13 56.96 | 74.32
FAISS beddings




GPT-40 In memory OpenAl Em- | 50 13.38 |83.74 7129 |50 53.683
Chroma beddings
GPT-3.5 | Qdrant Hugging 41.67 4525 |93.28 99.99 |67.59 | 69.56
turbo & | Data- face embed-
GPT-40 base ding, Base
V2

The results indicated that GPT-40 with FAISS indexing achieved the highest overall
score of 74.32, demonstrating strong performance in key metrics such as faithfulness
(63.15) and answer relevancy (92.71). While GPT-3.5 turbo and GPT-40 with Qdrant
excelled in answer relevancy (93.28) and context precision (99.99), they underper-
formed in image retrieval (41.67). Conversely, GPT-40 with Chroma exhibited the low-
est overall performance (53.68), particularly in faithfulness (13.38) and image retrieval
(50). Consequently, FAISS was selected for the next phase of tuning, which will in-
volve experiments with various chunking, overlap, and embedding techniques, as de-
tailed in Tables 2 and 3.

RAGAS evaluation for different chunking sizes and temperature
values on the gpt-40 model with FAISS indexing and Hugging face
embedding method.
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Fig. 2. RAGAS evaluation for different chunking sizes and temperature values on the GPT-
40 model with FAISS indexing and Hugging face embedding method.

As illustrated in Table 2 and Figure 2, the Hugging Face embeddings with FAISS
indexing yielded inferior performance compared to OpenAl embeddings in the initial
evaluation stage. Therefore, a comparative analysis will be conducted between FAISS
and OpenAl embeddings across various chunking techniques, temperature settings, and
overlap values, as shown in Table 3 and Figure 3.



Table 2. Experiments on different chunking sizes and temperature values on the GPT40
model with FAISS indexing and Hugging Face embedding method.

Series Number | Temperature | Chunk Size | Overlap | Overall
Series 1 2 2000 150 58.11
Series 2 1 2000 150 65.64
Series 3 0.2 2000 150 72.15
Series 4 0 2000 150 69.02
Series 5 0 4000 200 68.96
Series 6 0 1000 200 60.38

Table 3. Experiments on different chunking sizes and temperature values on the GPT40
model with FAISS indexing and OpenAl embedding method.

Series Number | Temperature | Chunk Size | Overlap | Overall
Series 1 2 2000 150 59.04
Series 2 1 2000 150 75.41
Series 3 0.2 2000 150 69.23
Series 4 0 2000 150 77.91
Series 5 0 4000 200 74.32
Series 6 0 1000 200 63.66

RAGAS evaluation for different chunking sizes and temperature
values on the gpt-40 model with FAISS indexing and Open Al
embedding method.
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Fig. 3 RAGAS evaluation for different chunking sizes and temperature values on the GPT-
40 model with FAISS indexing and Open Al embedding method.
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Figure 3 indicates that Series 4, which utilised a temperature of 0, a chunk size of
2000, and an overlap of 150, achieved the highest overall performance with a score of
77.91. Series 2, with a temperature of 1 and the same chunk size and overlap, followed
closely with an overall score of 75.41. In contrast, Series 1, with a temperature of 2,
demonstrated the lowest performance at 59.04. Based on these findings, the optimal
parameters from Series 4 and Series 2 will be employed in the subsequent pipeline runs
to enhance overall performance.

4.2 Limitations and Challenges

During the implementation phase, several limitations were identified. A primary
challenge was the absence of an appropriate dataset, particularly a collection of PDFs
accompanied by corresponding questions and ground truth answers necessary for the
RAGAS evaluation. To overcome this, human annotators manually extracted questions
and created ground truth answers, emulating the methodology used in LangSmith’s
Multi-modal Slide Decks dataset. Despite these efforts, the dataset remains scalable and
comparable to the LangSmith benchmarking evaluation. Furthermore, limitations ap-
peared during the testing phase, notably the system’s failure to accurately retrieve cor-
rect answers in response to user inquiries. To address this issue, a "Flag" option was
introduced within the graphical user interface (GUI), enabling users to flag instances
where incorrect answers were provided. Developers can subsequently investigate these
flagged occurrences by examining the results in the log.csv file generated by the Gradio
user interface application.

5 Conclusion and Future Work

This project highlighted the significant advantages of employing advanced retrieval
systems and reasoning frameworks in customer service chatbots. The comparative anal-
ysis demonstrated that the choice of database plays an essential role in performance,
with FAISS yielding the best overall results. In contrast, Qdrant effectively managed
complex queries but encountered difficulties with multimedia elements. The incorpo-
ration of multi-agent reasoning, particularly through ReAct agents, enhanced the chat-
bot’s capability to process complex, multi-step queries, resulting in more accurate re-
sponses. To further improve the user experience, refining multimodal capabilities and
retrieval processes will enable quicker and more precise responses. Future work should
focus on integrating additional modalities, such as video, and implementing Contextual
RAG (C-RAG) to enhance image retrieval capabilities. Additionally, establishing
guardrails for ReAct agents could aid in content verification for out-of-domain queries.
Expanding the experimentation to include other LLMs, such as Gemini and Microsoft’s
Phi 3.5 vision model, is recommended to broaden the system’s capabilities. Further-
more, integrating Knowledge Graphs (KGs) into RAG systems shows promise for en-
hancing reasoning by leveraging structured data.
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