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Abstract

Sustainability remains a central global challenge, requiring a nuanced un-
derstanding of how global policy frameworks align with localised priorities.
However, analysing diverse data sources for sustainability assessment re-
mains a key challenge, as globally issued formally structured reports often
lack localised granularity, while unstructured local data lacks structure and
standardisation. Existing approaches fail to systematically integrate these
heterogeneous sources, limiting their effectiveness in identifying actionable
sustainability insights.

This study presents an Artificial Intelligence (Al)-driven framework that
leverages Natural Language Processing (NLP) techniques to integrate struc-
tured and unstructured sustainability data. We applied Latent Dirichlet Al-
location (LDA), BERTopic, Generative Al (GenAl), and FinBERT-based co-
sine similarity to extract macroeconomic trends from formal reports—FExecutive
Summary of IMF’s Global Stability Reports—while identifying localised sus-
tainability strategies from Greenstone’s UK-based newsletters on sustainable
practice. GenAl outperformed topic models in producing more coherent, di-
verse, and contextually relevant topics.

To further enhance GenAl’s performance, we applied MIPROv2—a Bayesian
optimisation-based prompt tuning method—which improved topic distinc-
tiveness across data sources.

Our key contribution lies in aligning global and territorial sustainabil-
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ity discourses through Al-enhanced topic modelling. The findings demon-
strate an integrated methodology that connects global policy directives with
region- and industry-specific insights. This approach uncovers underexplored
opportunities in the social and governance dimensions of ESG, enabling data-
driven and adaptable strategies. By synthesising insights across multiple data
sources, this research enables policymakers, financial institutions, and indus-
try leaders to bridge sustainability knowledge gaps, align local priorities with
global objectives, and drive innovative, targeted solutions.

Keywords: Sustainable Development, GenAlI, Natural Language Processing
(NLP), Topic Modelling, ESGs, Sustainable Innovations

1. Introduction

The United Nations (UN) identifies achieving sustainability as a global
challenge through the Sustainable Development Goals (SDGs). However,
only 17% of targets are on track, while nearly one-third show regression
[1]. The report warns that none of the 17 goals will be met by 2030, urg-
ing the need for innovative, data-driven strategies. Beyond the overarching
SDG framework, ESG factors have emerged as pivotal metrics for assessing
corporate sustainability, investor decisions, and national progress.

Effective ESG mapping—the systematic identification and categorization
of ESG-related themes from diverse data sources—is essential for uncover-
ing gaps, monitoring accountability, and enabling responsive policy interven-
tions.

Data availability and quality remain key obstacles, particularly in emerg-
ing economies. Although corporate ESG reporting expands, data inconsisten-
cies hinder its effectiveness [2]. Structured datasets, including institutional
reports, provide macro-level trends, overlooking localised sustainability chal-
lenges [3]. Conversely, unstructured data sources—social media, news, and
public discourse—capture real-time social priorities but lack the structure
required for systematic analysis [4]. Balakrishnan et al. [5] researched that
social media enhances sustainability awareness and informs policy interven-
tions, yet its use in ESG research remains limited due to challenges in inte-
gration and validation.

To overcome these limitations and gain a holistic understanding of sus-
tainability discourse, there is a critical need to integrate insights from both
global policy perspectives and local, ground-level observations. This inte-



gration forms the primary purpose of our study: to develop an Al-driven
framework that synthesises these diverse viewpoints.

The advantages of this integrated approach are multi-fold: it helps iden-
tify misalignments between global sustainability frameworks and their local
applications, provides a more nuanced understanding of emerging challenges
and regional solutions, and enhances the robustness of ESG assessments. By
combining macro-level policy trends with real-time, context-rich insights, our
framework enables more informed, adaptable, and inclusive decision-making
for stakeholders.

Global reports provide high-level strategic direction but often require local
contextualization to ensure their relevance in diverse economic environments.
Local insights, though rich in context, may lack alignment with international
objectives. Bridging these two levels of analysis is critical for developing effec-
tive and regionally tailored sustainability policies. Our integrated framework
helps policymakers identify where global directives resonate with local condi-
tions—and more importantly—where gaps remain, guiding context-specific
adjustments that are crucial for real-world implementation.

AT offers transformative solutions to extract and analyse complex data
patterns, supporting green and sustainable practices [6]. NLP Techniques, in-
cluding big data mining, sentiment analysis, and topic modelling simplify in-
sight extraction from complex datasets, improve decision-making [7]. Despite
high computational costs, Al-driven analytics support targeted sustainability
strategies. Al applications such as smart cities and digital twins demonstrate
how technology optimises sustainability practices [§]. Given that achieving
SDGs requires an estimated $3 trillion annually [I], leveraging Al to align
sustainability reporting with global objectives is imperative [9].

This study applies Al-driven NLP techniques to analyse structured and
unstructured data, integrating IMF Global Stability Reports (structured,
global policy perspective) with Greenstone sustainability newsletters (un-
structured, UK-based solution-oriented insights). This dual-perspective ap-
proach bridges global and local sustainability priorities, offering a compre-
hensive ESG assessment. While Al-driven sustainability analytics have ad-
vanced, their application in exploring local-global alignment with SDG tar-
gets remains underexplored.

To address this, we applied topic modelling methods such as LDA, BERTopic
and GenAl to extract insights. Since the performance of GenAl is sensitive to
prompts, we integrated DSPy MIPROv2, which optimises the prompts auto-
matically using heuristic-based search, to improve GenAl performance. Ad-



ditionally, we employ FinBERT-based cosine similarity to uncover thematic
relationships and alignment of extracted topics with SDGs. This step en-
ables a deeper semantic understanding of how sustainability discourse maps
to ESG and SDG frameworks.

The results show that GenAl, enhanced by DSPy MIPROv2, improves
contextual accuracy and outlines the potential of advanced AI methods to
support responsive local and global ESG strategies.

In light of these outcomes, this research makes several key contributions
to the existing literature and practice:

Novel Integrated Framework: We propose and validate a unique Al-
driven NLP framework that systematically integrates structured global
policy data with unstructured local insights, providing a more holistic
view of sustainability discourse.

Enhanced ESG Mapping: Our approach advances ESG mapping method-
ologies by demonstrating how Al can uncover nuanced relationships and
alignments between diverse data sources and the SDGs. This links di-
rectly to our primary goal of comprehensive ESG assessment through
integration.

Advanced Al Application: We showcase the effective application of
state-of-the-art topic modelling techniques (LDA, BERTopic, GenAl),
particularly highlighting the performance improvement achieved by in-
tegrating DSPy MIPROvV2 for GenAl prompt optimisation in sustain-
ability analytics.

Policy-Relevant Insights: By bridging global and local perspectives,
this study offers actionable insights for policymakers to develop more
responsive, context-aware, and effective sustainability strategies that
address the varying economic and social realities on the ground.

The paper is organised as follows: Section [2]reviews the relevant literature on
Al-driven sustainability analysis. Section [3] details the research design, data
collection, and NLP techniques used. Section [4] presents the results, compar-
ing insights drawn from structured and unstructured data sources. Section
discusses the key findings in relation to sectoral challenges, ESG alignment,
and theoretical implications. Section [6] concludes the study with a summary
of contributions. Section [7] outlines the study’s limitations, while Section
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highlights directions for future research. Finally, Section [9] addresses ethical
considerations. All code, prompt variations, and experimental configurations
are available for reproducibility via our GitHub repositoryﬂ

2. Literature Review

2.1. Background

Sustainability remains a critical global challenge, with the UN SDGs pro-
viding a framework to address ESG dimensions. The rising prominence of
ESG factors is largely driven by evolving stakeholder expectations, increased
regulatory pressures, and a growing recognition of the financial and repu-
tational risks associated with unsustainable practices, aligning with princi-
ples of Stakeholder Theory where organisational success is tied to manag-
ing relationships with various stakeholder groups [10]. While environmental
progress has advanced, social and governance aspects remain underexplored
due to the limited integration of diverse data sources for informed decision-
making [1T), 2], 13].

A major issue is the lack of up-to-date SDG indicators, hindering policy-
makers’ ability to address emerging challenges [I]. Structured reports provide
systemic insights, but they often miss localised ESG challenges. Conversely,
unstructured data (social media, news) captures real-time societal trends but
lacks integration in ESG evaluations [3].

Although Al-driven techniques, like LDA, BERTopic, and GenAl, allow
multi-source analysis, their comparative strengths—especially in the social
and governance pillars—remain underexplored [14]. As LLM performance de-
pends on prompt design [15], we employ the DSPy framework with MIPROv?2
to optimise instructions and improve ESG topic accuracy. FinBERT-based
cosine similarity is then applied to map topics to SDG targets, addressing
the challenge of integrating diverse ESG sources and uncovering regional sus-
tainability dynamics [I6]. The study contributes to bridging ESG data gaps,
enhancing the alignment of territorial innovations with global SDG objec-
tives [7, [17].

Some studies emphasise ESG not just as a reporting standard but as a
multi-level governance challenge, requiring alignment between macro-level

Ihttps://github.com/buketfildisi/ESG-TopicModelling/tree/main
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regulations and micro-level practices [18| [19]. Effective ESG integration de-
pends on the dynamic interaction of institutional, national, and local actors,
making the connection between formal policy and local narratives essential
for practical implementation. Our work builds on this premise by opera-
tionalizing an Al-driven method to uncover these cross-level relationships,
thereby responding to calls for context-aware sustainability analytics that
inform governance across scales [20].

2.2. Al-Driven ESG Reporting and Regulatory Disclosures

Corporate ESG reporting is crucial for aligning sustainability efforts with
SDGs and ESG ratings, influenced by financial frameworks such as central
banks. Yet, only 12% of 135 central banks have explicit sustainability man-
dates, while 40% indirectly support sustainability-linked policies [21]. As
climate risks threaten macro-financial stability, central banks incorporate
transition and physical risks into policy frameworks.

Despite the rise of non-financial disclosures, reporting inconsistencies per-
sist. Aguado-Correa et al. [22] identified gaps within frameworks such as the
Global Reporting Initiative (GRI), with SDGs 8, 13, and 4 emerging as top
banking priorities. These limitations highlight the need for Al-driven NLP
methods in extracting and standardising hidden sustainability information
to improve comparability.

Al-driven NLP methods are refining ESG analysis across various sectors.
Wibisono et al. [23] introduced a news-labelling framework for ESG insights
in Indonesia’s stock market. Other work includes transformer-based models
for corporate ESG prediction [24], automated ESG financial report classifi-
cation [25], and cost-effective SDG fiscal data labelling [26]. Furthermore,
Al-enhanced ESG taxonomies improve decision-making processes [27].

Beyond structured data, Al now integrates images, social media, and
multilingual datasets to enhance ESG assessments. Chen et al. [28] demon-
strated fine-tuning and prompting techniques improve argument-based senti-
ment classification; also, Retrieval-Augmented Generation (RAG) effectively
evaluates corporate ESG promises [29]. These technologies are increasingly
necessary as ESG disclosures span over 500 topics—contextual analysis across
regional and sectoral factors is crucial for shaping sustainable corporate prac-
tices [30].



2.3. Topic Modelling and ESG

Topic modelling uncovers latent themes in large textual datasets and
supports data-driven decisions across bibliometrics, social media, and ESG
research. Traditional approaches such as Latent Dirichlet Allocation (LDA)
have been refined to improve coherence and predictive performance; for ex-
ample, Du and Liu [31] enhanced LDA using a verb+noun keyword selec-
tion framework, outperforming Hierarchical Dirichlet Processes and LDA-
Word2Vec.

Recent advancements highlight BERTopic and large language models
(LLMs) as powerful alternatives. BERTopic excels at short-text clustering,
such as automobile transactions [32], while LLMs expand topic modelling
applications, enhance decision-making frameworks [33], and outperform LDA
in coherence and contextual accuracy [34, B5]. LLMs also improve semantic
validation of topics, enhancing coherence and thematic structure [36].

In ESG and SDG research, topic modelling has been used to map global
SDG-T research [37], explore societal beliefs through YouTube comments [3§],
and analyse SDG discourse using BERTopic with LLM-based embeddings [39].
These studies underscore the growing role of Al-driven topic modelling in
extracting meaningful sustainability insights. These advancements under-
score the growing role of Al-driven topic modelling in extracting meaningful
insights from complex data. To refine LLM outputs, prompt engineering
improves question framing and contextual relevance [40]. Instead of relying
on hand-crafted prompts, frameworks like DSPy automate instruction and
example selection through optimisation routine’} However, prompt design
remains a challenge—poorly framed prompts can lead to vague or irrelevant
topics [41, 42]. To overcome this, we integrate MIPROv2, a method that
automatically refines prompts and few-shot examples, to enhance LLM per-
formance in ESG topic modeling [}

The use of LLMs in text analysis tasks such as topic modelling has accel-
erated due to availability of enabling infrastructure. Among that LangChain
has been a key enabler as it streamlines creating LLM pipelines for tasks
such as summarization and knowledge extraction [43] [44] [45]. It also sup-
ports Retrieval-Augmented Generation (RAG), which integrates additional
knowledge repositories into LLM workflows, improving context-aware analy-

’https://dspy.ai/
Shttps://dspy.ai/deep-dive/optimisers/miprov2/#overview
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sis [46].

Despite the growing use of topic modelling in sustainability research, stud-
ies rarely bridge global policy narratives with local sustainability practices.
This leaves a gap in understanding how macro-level ESG priorities are trans-
lated into regional action—critical for advancing SDG alignment.

To address this, we analyse Executive Summaries of the IMF Global
Financial Stability Reports(GFSRs) as formal, globally oriented data, and
newsletters from Greenstone, a UK-based ESG software and consulting firm,
as informal, practitioner-driven sources. The IMF reports capture regulatory
and financial trends, while Greenstone offers actionable insights into local
ESG implementation. We selected Greenstone due to its strong thematic
relevance, practitioner orientation, and industry recognition—most notably,
its InvestorPortal ESG software was named Sustainability Product of the
Year by the Business Intelligence Group in the 2020 Sustainability Award]
This dual-source comparison enables us to uncover thematic misalignments
and synergies between global and local ESG discourse.

3. Methodology

Our study combines two types of sustainability-related data: structured
and unstructured texts. We use Al—specifically, NLP—to identify the main
topics discussed in these documents and then assess how closely these topics
align with the SDGs. Different topic modelling techniques (LDA, BERTopic,
and GenAl) help us uncover these themes, while an optimisation process
(DSPy) improves the quality of GenAl-generated results. To determine how
well these themes match global sustainability goals, we measure the similarity
between the topics and SDG descriptions using a specialised language model
trained in financial contexts (FinBERT). This integrated process allows us
to evaluate whether global priorities and local practices align or diverge in
the context of ESG. This section outlines data collection, preprocessing, and
the adopted methodology.

3.1. Al-Driven Research Approach and Data Integration Process

The structured dataset comprises 41 GFSRs (2003-2023), offering macro-
level insights into financial risks and regulatory priorities. Unstructured data

4https://www.cority.com/blog/greenstones-investor-esg-software-awarded-product-of-the-year/
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includes 62 Greenstone LinkedIn newsletters (2022-2023), [ which reflect
localised sustainability strategies shared through LinkedIn. This dual-source
approach enables comparison between global policy discourse and region-
specific ESG practices (Figure [1)).
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Figure 1: AI-Driven Sustainability Analytics Framework. Overview of the workflow inte-
grating topic modelling and SDG alignment to extract actionable sustainability insights.

3.1.1. Data Extraction and Preprocessing

We leveraged Selenium and BeautifulSoup4 frameworks to extract un-
structured data from LinkedIn, and PdfReader from IMF reports. We utilised
Selenium’s WebDriver to automate login and navigation through LinkedIn’s
newsletter interface, leveraging unstructured data. The HTML structure
of the page was inspected to identify relevant content blocks. Using Beau-
tifulSoup4, we extracted the <p> elements associated with specific HTML
classes, and the complete raw text was retrieved via soup.get_text() for
each article.

For structured data, we downloaded the Executive Summary PDFs of
GFSRs. Using the PDFReader module from PyPDF2, we parsed each page
and extracted the full text content. Since these documents contain no tables

Shttps://www.linkedin.com/newsletters/6914225915384279040/
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or images in the executive summaries, only textual data was captured without
requiring layout correction.
Preprocessing included the following stages:

Text Cleaning: After extraction, we removed HTML tags, special
characters, hyperlinks, extra whitespace, numerical-only strings, and
stop words (e.g., and, the) using nltk from both data sources to re-
tain meaningful textual content. No additional steps were applied for
spelling correction or abbreviation expansion. This process resulted in
the removal of 0:10% of the structured and 20:69% of the unstructured
dataset (Table[L).

Tokenisation : We segmented all documents into paragraphs for topic
modelling—since BERTopic cannot analyse long documents—and into
sentences for later analysis and evaluation, since BERTopic did not
analyse short documents. Paragraphs were extracted via <p> tags
(HTML) or layout-based breaks (PDFs). We used NLTK’s sent_tokenize
function for sentence segmentation.

N-grams: We applied n-gram modelling to detect multi-word expres-
sions and improve phrase-level coherence.

Vectorisation : We used Count Vectorizer to capture word frequency
and Frequency-Inverse Document Frequency (TF-IDF) to emphasise
infrequent but contextually significant terms across documents.

Table 1: Summary of document statistics showing the distribution of paragraphs and
sentences in both structured (IMF reports) and unstructured (Greenstone newsletters)
sources.

D " Number Total Input Dropped Total Input Dropped
ocumen of Documents Paragraphs Paragraphs Paragraphs Sentences Sentences Sentences

Structured 41 163 163 0 3480 3484 0

Unstructured 62 1668 1506 162 3132 2484 648

3.2. Topic Modelling

We leveraged LDA, BERTopic and GenAl to model the topics existing
in the multi-sourced data. We applied a consistent preprocessing pipeline
Section and evaluated outputs using three metrics: coherence, diversity,
and mean semantic similarity (see Section [4.1]).
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Topic coherence, applicable to LDA and BERTopic, measures the se-
mantic consistency of top-ranked topic terms and is defined as:

> P (wi; wj) +

C(T) = OgWP(\Nj) (1)

wi;w;j 2T

where P (wj; w;j) is the joint probability of words w; and wj, P (w;) and P (wj)
are their marginal probabilities, and is a smoothing factor to avoid division
by zero. Higher coherence scores indicate stronger semantic alignment among
topic terms.

Topic diversity was calculated across all models to assess lexical unique-
ness. It is computed as the ratio of unique topic words to the total number
of topic terms:

_ quniquej (2>
thotalj

where JWniqueJ 1s the number of distinct words and JWieaj is the total word
count. Higher values reflect greater diversity and reduced redundancy.
Mean semantic similarity, used for GenAl outputs, computes the

average pairwise similarity between vectorised topic embeddings using the
all-MiniLM-L6-v2 mode[F}

1 XX
S=— Sim(Ti;Tj) (3)

i=1 j&i

where N is the number of topics, Tij and Tj represent topic word sets, and
sim(Ti; Tj) denotes their cosine similarity. Lower similarity scores indicate
more distinct and non-overlapping topics.

3.2.1. LDA

We used LDA to identify latent themes within the dataset based on the
preprocessed data. We used three evaluation metrics: coherence, perplexity,
and diversity. Among these, coherence, an estimate of semantic similarity of
words contributing to the topic, served as the primary benchmark due to its
ability to capture semantic similarity among top topic words.

LDA is parametric: the number of topics must be specified apriori. There-
fore, we tested topic numbers ranging from 2 to 40. Although increasing the

Shttps://huggingface.co/sentence-transformers/all-MinilM-L6-v2
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Figure 2: LDA Topic Coherence Scores by Topic Number. The plot illustrates how co-
herence scores vary with different topic counts, indicating optimal semantic grouping at
higher scores. This representation is a sample of structured data.

number of topics improved coherence (Figure, it also reduced the minimum
probability of topic assignment, leading to less interpretable outputs.

We manually reviewed the top-ranked words for each topic and the dis-
tribution of topic probabilities across documents. Several topics contributed
minimally—often with probabilities below 0.02—and were effectively insignif-
icant for all documents. Moreover, many top-ranked topics contained over-
lapping keywords, which blurred the thematic boundaries between them. For
instance, in one document, terms like “emission,” “scope 3,” and “sustain-
ability” appeared in multiple topics with only marginal differences in their
assigned probabilities. This redundancy reduced the semantic distinctive-
ness of the topics. To address these issues, we selected a 10-topic model as
a balanced configuration, optimising both statistical coherence and human
interpretability while maintaining thematic diversity.

3.2.2. BERTopic

We employed BERTopic, a neural topic modelling framework that gen-
erates interpretable topics through a hierarchical pipeline: first, semantic
document embeddings capture contextual meaning; second, dimensionality
reduction via UMAP balances local and global semantic patterns; third, clus-
tering (e.g., HDBSCAN) groups semantically similar documents; and fourth,
class-based TF-IDF (c-TF-IDF) extracts representative keywords for each
topic.

In addition to the steps outlined in Section [3.1, we compared multiple

12



BERTopic configurations—both with and without UMAP, and with varying
n-gram settings—and selected the UMAP-based variant due to its superior
coherence and topic diversity (see Table [4)).

Although we did not conduct an exhaustive grid search, we empirically
adopted the following UMAP settings: n_neighbors=15 (to balance local ver-
sus global structure), n_components=>5 (for dimensionality reduction), min_dist=0.0
(to control topic compactness), metric="cosine” (for semantic similarity),
and random_state=42 (for reproducibility). This configuration consistently
yielded higher coherence and diversity scores across evaluations and was thus
selected as the default model. Future work may explore formal hyperparam-
eter optimisation to further enhance topic quality.

3.2.3. GenAl and Implementation of OpenAl

We utilised OpenAl’s gpt-40-mini within LangChain framework for topic
modelling without segmenting them into paragraphs or sentences. This dif-
fers with LDA and BERTopic, which require segmentation due to their limita-
tions in handling short-form text. The GenAl model was manually prompted
to generate topics for each document. Table 2| presents a sample of the
prompts and resulting topic distributions.

3.2.4. Prompt Optimisation and DSPy

Since GenAl is sensitive to prompt optimisation, we employed MIPROvV2,
a state-of-the-art prompt tuning method within the DSPy framework that
jointly optimises instructions and few-shot examples. It aims to maximise
alignment between generated and reference outputs across three task-specific
metrics as follows:

SAS calculates similarity using a cross-encoder architecture (a special
token merges two texts) based on cosine similarity [47].

4 N E(a) E@ |
SAS(a;a) = cos (E(a); E(4)) = KE(a)k KE(@)k (4)

where E(a) represents the generated answer and E(a) reference answer.

ROUGE evaluates textual overlap in summarisation and generation tasks.
We computed ROUGE-1, ROUGE-2, and ROUGE-L, which measure overlap
of unigrams, bigrams, and Longest Common Subsequence (LCS) seperately.
The final ROUGE score is the average of the F1l-scores from each ROUGE
variant [48].

ROUGEﬁnal = % FlROUGE‘l + FIROUGE—Q + FIROUGE_L: (5>
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Semantic-F1 measures the semantic alignment by combining precision
and recall based on semantic similarity between generated and reference out-
puts for scalable and meaningful comparison of texts at the sentence level [49].

Semantic-F1(a; &) = 2 Sim(a;a) Sim(a;a)
'“) ™ Sim(a;a) + Sim(a; &)

= Sim(a; &): (6)

We used a previously constructed dataset of prompt—example pairs to train,
optimising both instructions and bootstrapped few-shot examples. Following
a Teacher/Student structure, a pipeline where a retriever finds relevant
data for a question, and a prompt uses that data to generate an output. For
domain relevance, we selected the UNSDG dataset [50] due to its concise
and representative coverage of global sustainability aims. After vectorising
the dataset using ChromaDB, we integrated it into the pipeline to provide
contextually aligned examples.

We tested two optimisation configurations: light, for fast execution with
minimal tuning, and medium, which offered a balance between performance
and computational cost. We excluded the heavy mode due to its high resource
demand and risk of overfitting.

MIPROvV2 begins with a seed prompt (highlighted in green in Table
and iteratively refines it by testing variations with few-shot examples. It
evaluates each prompt—example pair using Bayesian optimisation, scoring
performance against reference responses. Instead of exhaustively searching
all combinations, it builds a probabilistic model that learns from prior trials
to predict high-performing instruction sets [51].

This process was tested with both GPT-3.5 and GPT-40 to assess con-
sistency across model variants. After we fine-tuned MIPROvV2’s settings and
selected the instruction set yielding the highest combined accuracy across
Semantic-F1, ROUGE, and SAS scores. Lastly, we rerun OpenAl-based topic
modelling on both structured and unstructured datasets using the optimised
instructions to evaluate downstream performance improvements. Results of
this optimisation process are discussed in Section [4.1.1]

3.3. Application of Text Similarity

We applied cosine similarity to measure the semantic alignment between
extracted topics and SDG targets. This automated mapping enabled data-
driven classification into ESG subcategories, uncovering thematic gaps and
innovation opportunities across regions and sectors. Following model eval-
uation, we selected the best-performing topic model and visualised its out-

14



Table 2: 4 samples of manually constructed prompt variants used with gpt-4o-mini to
generate initial topic outputs before DSPy-based prompt optimisation. The highlighted
row corresponds to the prompt that achieved the highest diversity and lowest mean se-
mantic similarity, and was selected as the seed prompt for MIPROv2 tuning,.

Prompt

Topic Sample Topic Number

Can you extract the topic
names in the input
dataframe?

1. COVID-19 Pandemic’, 2. Financial 21
Markets’,

’3. Market Conditions’; 4. Policy Re-

sponses’,

’5. Emerging and Frontier Markets’

Can you extract the
optimal number of topic
names for each row in the
input dataframe? Do not
write numbers; only pull
topics from the transcript.
Do not use the examples.

- COVID-19 Pandemic 18
- Financial Markets

- Market Conditions

- Emerging and Frontier Markets

- Asset Management

- Banking Sector

Can you extract 10 topics
in the input dataframe?

1. **COVID-19 Pandemic**: Historic 10
challenge, global pandemic, health sys-
tems

2. **Financial Market Impact**: Eg-
uity prices decline, credit markets,
high-yield bonds, leveraged loans

3. **Policy Responses™: Monetary
policy actions, fiscal policy measures,
international cooperation

4. **Banking Sector Resilience**:
Capital and liquidity buffers, stress
tests, central bank support

5. **Economic Recovery Strategies**:
Temporary fiscal measures, central
bank unconventional measures

Can you extract the 10
topic names for each row in
the input dataframe? Do
not write numbers; only
pull topics from the
transcript. Do not use the
examples.

COVID-19 Pandemic 10
Financial Market

Emerging and Frontier Markets

Asset Management

Banking Sector Resilience

Economic Support Measures

15



puts—represented as top 10 keywords per topic—within the SDG 2030 frame-
work of 17 goals and 169 targets. To ensure contextual relevance in a financial
setting, we employed FinBERT, a domain-specific language model, to com-
pute similarity scores between each topic and SDG targets.

To validate the reliability of FinBERT-based similarity scores, we manu-
ally reviewed topic-SDG pairings with high similarity scores. For example,
topics discussing “Financial Conditions” and “Corporate Finance” mapped
to Goal 17 (Partnerships For The Goals). These pairings are semantically
consistent and contextually relevant, supporting the validity of FinBERT for
SDG mapping (Table [15]).

Finally, we quantified the representation of ESG subcategories across
structured and unstructured datasets, enabling the extraction of region- and
industry-specific sustainability insights.

4. Results

This section presents the topic modelling analysis results from structured
and unstructured data using LDA, BERTopic, and GenAl.

4.1. Results of Topic Models

We conducted a comparative analysis of topic modelling methods in two
stages. First, we identified the outperforming model between LDA and
BERTopic; then we compared its results with those generated by OpenAl’s
GenAl approach.

Initially, we ran both LDA and BERTopic using default settings and fine-
tuned the features as described in Section to improve model performance
(see Table [3[and Table . We selected the highest-scoring configurations for
structured and unstructured data inputs (see Table [5)).

16



Table 3: LDA Results:

Default Parameters corpus=corpus,
num_topics=10, random_state=100, update_every=1, chunksize=100, passes=10, al-
pha="auto’, per_word_topics=True, and for vectorization computation, data pre-trained

id2word=id2word,

with TfidfVectorizer(ngram=(2,3)) and CountVectorizer(ngram=(2,3)).

Data Row Uniq}l ¢ . . . .
Collection Number Topic  Applied Features Coherence Score Perplexity Diversity
Number
Unstructured =, Default 0.3720 -7.0015
Documents
Unstructured o 10 Default 0.4525 -7.4355 0.9
Paragraphs
Count Vectorizer 0.4148 -7.8002 0.95
TF-IDF Vectorizer 0.419 -9.500 1
Bigram 0.421 -7.808 0.95
Trigram 0.4209 -8.329 1
Unstructured =, 10 Default 0.4605 -7.513 1
Sentences
Count Vectorizer 0.4242 -7.5079 1
TF-IDF Vectorizer 0.4812 -8.7642 1
Bigram 0.4754 -7.8815 0.98
Trigram 0.4772 -8.3035 0.98
Structured Default 0.3023 -6.7083
Documents
Structured 163 5 Default 0.3874 -8.5041 0.54
Paragraphs
Count Vectorizer 0.4241 -7.5078 1
TF-IDF Vectorizer 0.4812 -8.7642 1
Bigram 0.4754 -7.8814 0.98
Trigram 0.4772 -8.3035 0.98
Structured 3480 10 Default 0.3473 -7.8583 0.99
Sentences
Count Vectorizer 0.3428 -7.8626 0.99
TF-IDF Vectorizer 0.4299 -9.1769 1
Bigram 0.3760 -7.0190 0.77
Trigram 0.4136 -7.2488 0.81
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While LDA extracted diverse topics, its outputs lacked semantic richness
and blended unrelated terms across domains due to its statistical nature.
For instance, a topic included the terms company, risk, target, climate,
include, change, also, carbon, financial, combined corporate and envi-
ronmental themes, which reduced interpretability (Table |§[)

Conversely, BERTopic’s clustering-based approach produced fewer, but
more unified and semantically rich topics (Table [7). This difference is fur-
ther illustrated in Figure [3] where BERTopic’s outputs display clearer topic
coherence even after n-gram enhancement.

LDA Topics of Unstructured Data LDA Topics of Structured Data
Qvide organisationchange gio. . crossborderl legal

" e tdue weakness d .
v eam
! ?%esle o I l t securitization
655 4 resource .

engage example Suppller. solutlon m

jour ﬂﬂygglw gg I o

sugggst
publlc

method

“artiei
nitiative

e lomor incone g ‘C2024_202 ‘ st;é;s -
r\mr 4—’5 o '.,pr'ove o
targeth s, bon 1nanc1 T . g g 1
“erd 9 1 B a ea =
base, o g %
anGStOI" l S
— nterventlon
: s 1nformat10
risksustainabilityw -~ swmwmms&wrﬂ
BERTopic Topics of Unstructured Data BERTopic Topics of Structured Data
S eMisSSi0ns t,dsedl supplier da(ah mrTCHrted g ¢ global financial stamluy emerglng market countries
pslteamaomslrelm gdlrec:tors welcomedbalance sheets

risks mvﬂ”sustalnablllty reporting
LI)L‘,l\lH.Ilhlllly esg

i S€5pe scope ghg em15510nS emerglng market

; ; 5 enissions 1nternat18nal monetary fund
I ¢ ) 1 M scope report.\.ng Systemlc ris advanced economies

%software solutions esg Software moneta ry fund
;SClencebased ‘tar ets . financial institutions
— sustalnablllty reporting softw. g flnanc%al Stablllty
o= supplier management funding mar .
emlSSlOn§ Scope scope 5(0p€ E"V 15510ns . local securities ma rket economles
Suppl Cha ln 1nternat10nal monet ary

y v 0 _area  markets directors
H monetary polic
eborting sortiaressE perforiEce | eMerging parkets rribio

Figure 3: Word Cloud Comparison of LDA and BERTopic Outputs. Visualisation illus-
trates differences in semantic coherence between the two topic modelling methods.

We evaluated GenAl’s topic modelling performance using OpenAl’'s GPT-
4o-mini and compared its outputs against the best-performing BERTopic
configuration. GenAlI outperformed BERTopic in both diversity and mean
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Table 4: Performance of BERTopic across structured and unstructured data sources. The
table presents the number of topics extracted, coherence scores, diversity scores, and
mean similarity scores for different feature engineering techniques, including n-grams,
UMAP, Count Vectorizer, and TF-IDF Vectorizer. Default BERTopic parameters used:

language="english”, calculate_probabilities=True, and verbose=True.

Data Row Topic Features Coherence Diversity Siﬁ?:z ty
Collection Number Number Score Score
Score
Unstructured 62 0 Default ) . .
Document
0 n_gram range=(2, 3) - - -
0 n_gram range=(3, 4) - - -
Unstructured ;¢ 40 Default 0.5713 0.675 -
Paragraph
39 n_gram range=(2, 3) 0.5540 0.9307 -
8 UMAP 0.5587 0.6931 -
8 UMAP & n_gram 0.5693 0.8942 -
19 UMAP & n_gram & Count Vectorizer 0.5861 0.9684 -
25 UMAP & n_gram & TF-IDF Vectorizer 0.6163 0.972 0.4331
Unstructured 63 Default 0.4529 0.7381 -
Sentences
58 n_gram range=(2, 3) 0.5506 0.9293 -
38 UMAP 0.4703 0.7684 -
38 UMAP & n_gram 0.5583 0.9631 -
8 UMAP & n_gram & Count Vectorizer 0.4471 0.8889 -
38 UMAP & n_gram & TF-IDF Vectorizer 0.6218 0.9736 0.4326
Structured 50 44 Default 0.5330 0.8545 -
Sentences
51 n_gram range=(2, 3) 0.8209 0.9285 -
42 UMAP 0.5319 0.7619 -
42 UMAP & n_gram 0.8230 0.9619 -
42 UMAP & n_gram & Count Vectorizer 0.8320 0.9441 -
42 UMAP & n_gram & TF-IDF Vectorizer 0.8341 0.9809 0.3098
Structured 163 2 Default 0.3438 0.7500 -
Paragraph
2 n_gram range=(2, 3) -1.000 0.5000 -
5 UMAP 1.000 0.2800 -
5 UMAP & n_gram 0.8180 0.6800 -
2 UMAP & n_gram & Count Vectorizer 0.8639 1.0000 -
5 UMAP & n_gram & TF-IDF Vectorizer 0.8807 0.7600 0.3255
Structured 42 0 Default - - -
Document
0 n_gram range=(2, 3) - - -
0 UMAP - - -
0 UMAP & n_gram - - -
0 UMAP & n_gram & Count Vectorizer - - -
0 UMAP & n_gram & TF-IDF Vectorizer - - -
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Table 5: Comparison of topic modelling techniques applied to structured and unstructured
data. These results highlight the effectiveness of each model in capturing meaningful topics
from different data formats.

Topic Data Type Input Extracted Coherence Diversity Mean Perplexity
Model Count Topics Score Score Semantic
Similarity
Unstructured 2484 10 0.4812 1.0000 0.3420 -8.7642
LDA
Sentences
Structured 163 5 0.5312 0.9700 0.4730 -10.914
Paragraph
BERTopic Unstructured 2484 38 0.6219 0.9737 0.4326 -
Sentences
Structured 163 5 0.8807 0.7600 0.3255 -
Paragraph
GenAl Unstructured 62 62 - 1.0000 0.4729 -
Structured 41 41 - 0.9756 0.7014 -

Table 6: Extracted unique topics using LDA for structured and unstructured data. The
table presents key topics identified in structured and unstructured datasets, highlighting
thematic differences between both sources.

Topic LDA Structured Topics LDA Unstructured Topics
No.

1 Market, financial, risk, bank, global, Report, data, ESG, chain, supply,
Need, policy, emerge, credit, Sustainability, organization, software,
institution Investor, provider

2 Public, information, euro_area, Company, risk, target, climate,
become, Include, change, carbon, financial,
Cross-border, suggest, approach, year
supervisor,

Stress

3 Intervention, securitization, context, Supplier, solution, team, engage, base,
relevant, Work, mean, due, likely, request
Initiative, legal, weakness,
counterparties,

Prove, method

4 Local securities, long-term average, Need, process, questionnaire, category,
soft landing, Collection, way, analysis,
20242023Q3, development, financial Respond, automate, clear
intermediaries,

Indrawe, risk assessment, inference,
summing act
5 Alignment, taxonomy, conditionality, Business, standard, key, CDP,

mobilize,

Catalyst, lower-income, convening,
transition,

Carbon-intensive, label

Global, new, requirement,
Sustainable, management, focus
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Table 7: Top five topics extracted by BERTopic from structured and unstructured data,
highlighting thematic differences in financial stability, sustainability, and regulatory con-

cerns.

Structured Data Unstructured Data

Topic Topics Topic Topics

Count Count

30 Balance sheets, financial stability, euro 424 ESG software, sustainability reporting,
area, financial institutions, global finan- ESG data, ESG performance, report-
cial, monetary fund, international mone- ing software, sustainability reporting soft-
tary, systemic risks, funding markets. ware, software solutions, supply chain.

29 Directors noted, directors welcomed, 211 Scope emissions, GHG emissions, emis-
emerging markets, risk management, mar- sions scope, value chain, upstream down-
ket countries, emerging market countries, stream, scope 3 emissions, emissions cate-
local securities, acting chair. gories, emissions reporting.

26 Financial conditions, global financial sta- 178 Supply chain, supplier data, supplier man-
bility, advanced economies, emerging mar- agement, managing supplier risks, supply
ket, monetary policy, United States, chain risks, supplier relationships, sup-
global financial markets. plier compliance.

14 Financial stability, global financial, 52 SASB standards, sustainability disclosure,
emerging market economies, monetary sustainability standards board, IFRS S1,
fund, international monetary, risk-taking, disclosure standards, international sus-
business models. tainability frameworks.

10 IMF staff, IMF calculations, Bloomberg 52 Biodiversity loss, ecosystem services,

Finance sources, emerging markets, finan-
cial data, macroeconomic trends.

TNFD framework, nature-related finan-
cial disclosures, financial institutions, bio-
diversity impact, sustainability risks.

Table 8: GenAI GPT-40-mini Results. The table presents topic numbers, diversity scores,
and mean semantic similarity for structured and unstructured data.

Document Topic Number Diversity Score Mean Semantic Similarity
Structured 41 0.9756 0.7014
Unstructured 62 1.0000 0.4729
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semantic similarity (Table [J).

Table 9: Comparison of BERTopic and GenAl models across structured and unstructured
data. The table presents diversity scores, mean semantic similarity, and the number of
extracted topics.

Model Data Type Diversity Mean Topic Count

Semantic
Similarity

BERTopic Unstructured 0.9736 0.4326 38

Sentences

Structured Paragraph 0.7600 0.3255 5

GenAl Unstructured 1.0000 0.4730 62

’ Structured 0.9757 0.7015 41

Despite being applied before prompt optimisation, the model generated
coherent and contextually nuanced topics, achieving strong diversity and
semantic separation scores (Table [8)) without requiring segmentation or n-
gram enhancement.

Unlike BERTopic, GenAl generated a separate topic set for each individ-
ual document. This one-to-one mapping allows precise traceability of topics
back to their source texts—an advantage for applications like ESG and reg-
ulatory analysis, where document-level insights are essential.

Table [10] presents the top five topics extracted using the GenAl pipeline,
highlighting its ability to capture key themes related to sustainability, ESG,
and financial regulation. The results demonstrate that OpenAl-generated
topics were semantically rich and diverse. However, the model’s reliance on
dense embeddings introduced interpretability and computational efficiency
challenges. To support the evaluation, a word cloud in Figure {4 visualizes
the thematic coherence of the outputs, complemented by human judgment
to assess topical relevance.

Overall, BERTopic outperformed LDA in semantic and statistical terms
following dataset adjustments, while the LLM-based approach exhibited su-
perior diversity and contextual depth. These findings underscore the need
to tailor modelling techniques to dataset characteristics and analytical ob-
jectives.

4.1.1. E ects of DSPy

This section explores optimal prompt to improve the performance of
OpenAl-based topic modelling. To achieve this, we created a structured
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Figure 4: Word Cloud Comparison of BERTopic and GenAl Outputs. Highlights differ-
ences in semantic richness and contextual depth between the two methods.
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Table 10: Top five GenAl-extracted topics from structured and unstructured sources,
highlighting core ESG and financial regulation themes.

Unstructured Data

Structured Data

Topic No. Topics Topics

1 Environmental Sustainability, Carbon Global Economic Outlook, Mone-
Disclosure Project (CDP), CDP Re- tary Policy, Financial Markets, Re-
porting Practices, Momentum in Re- gional Economic Performance, Risks
porting, Data Assurance, Approval and Vulnerabilities, Corporate Finan-
Processes, Data Coverage, Commit- cial Health, Housing Market Trends,
ments to Sustainability Sector-Specific Concerns

2 SBTi Monitoring Report 2022, Science Global Economic Outlook, Inflation
Based Targets Initiative (SBTi), Adop- Trends, Financial Markets, Banking
tion of Science-Based Targets, Scope System Stability, Global Credit Cycle,
3 Emissions, Net-Zero Targets, Ge- Corporate Financial Health, Housing
ographical Insights, Emissions Data, Market Dynamics, Sector-Specific Con-
Market Capitalization and Company cerns
Representation

3 ESG (Environmental, Social, and Gov- Financial Stability Risks, Bank Fail-
ernance) Investing, Challenges in ESG  ures, Market Reactions, Regulatory
Data Management, ESG Software So- Responses, Systemic Stress Concerns,
lutions, Benefits of ESG Investing, Nonbank Financial Intermediaries
Investor Engagement and Communi- (NBFIs), Market Sentiment, Impact
cation, Sustainable Investing Trends, on Banking Sector
Reporting Standards and Compliance,
Science-Based Targets (SBTs) and Net-
Zero Pathways

4 Procurement and Supply Chain Man- Global Economic Conditions, Mone-
agement, Supplier Relationship Man- tary Policy, Emerging Markets, Finan-
agement, Sustainability in Supply cial Stability Risks, Geopolitical Fac-
Chain, Software Solutions for Procure- tors, Market Dynamics, Economic Out-
ment, Key Features of Sustainabil- look, Liquidity Issues
ity Software, Performance Monitoring,
Scope 3 GHG Emissions, Greenstone’s
SupplierPortal

5 European Sustainability Reporting Global Financial Conditions, Regional

Standards (ESRS), Corporate Sustain-
ability Reporting Directive (CSRD),
Environmental, Social, and Gover-
nance (ESG) Reporting, Climate-
related  Disclosures,  Sustainability
and Net-Zero Goals, Stakeholder
Engagement, Technical Advice and
Development, Key Issues Covered by
ESRS

Impacts, Financial Stability Risks, In-
flation and Monetary Policy, Bond
Yields and Market Volatility, Repercus-
sions of the War, Impact on Financial
Institutions, Bank Exposures
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training dataset, including example question—-answer pairs previously used
with OpenAl listed in Table [2]

We selected the instructions yielding the highest MIPROvV2 metric scores
(Table[L1)). Table[12|shows that Semantic-F1 achieved the best performance
for structured data, while SAS was most effective for unstructured data.
These results indicate that prompt optimisation improved the semantic qual-
ity of GenAl-generated topics.Diversity score increased from 0.70 to 0.76 for
structured data and 0.47 to 0.59 for unstructured data (Table . All prompt
variations, extracted topics, and MIPROv2 configurations are available on
GitHub.

Table 11:  Performance of optimised instruction(prompt) across evaluation metrics us-
ing DSPy MIPROv2. Experiments were conducted with gpt-3.5-turbo, auto set to
"medium", num_trials=25, minibatch=False, num_candidates=19, and valset size=6.

Metric optimised Instruction
Score
SAS: 76.51 Extract the 10 topic names from the given context

without including additional descriptions or formatting.
Ensure that you only pull topics from the transcript
provided and do not use the examples as references.

ROUGE: You are a critical analyst working for a financial
10.06 regulatory agency. Your task is to analyse and extract
the 10 key financial topics discussed in each given text,
focusing only on the essential subjects without any
additional details or descriptions. Your analysis will be
crucial for identifying potential risks and ensuring
financial stability in the global market.

Semantic F1:  Extract the 10 topic names mentioned in the transcript
61.91 provided, without including any numbers and avoiding
the examples given.

4.2. Results of Unstructured and Structured Data Sources

This study investigated structured and unstructured data to compare
their thematic focus. Structured data emphasised macroeconomic stability
and financial inclusion, whereas unstructured source captured emerging so-
cietal concerns and real-time sustainability trends.
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Table 12: Evaluation of GenAl-based topic modelling results using DSPy MIPROv2-
optimised prompts. The table compares diversity and mean semantic similarity scores
across structured and unstructured datasets for each evaluation metric applied during
prompt tuning.

Document Topic Evaluation Diversity Mean
Num- Metric of Score Semantic

ber optimiser Score

41 SAS 0.9756 0.7361

Structured ROUGE 1 0.7137

SEMANTIC F1 1 0.7600

62 SAS 1 0.5986

Unstructured ROUGE 1 0.5473

SEMANTIC F1 1 0.5527

Structured data highlighted themes such as “economic resilience”, “finan-
cial instruments”, and “sector-specific development opportunities” in bank-
ing, real estate, and bond markets. Notably, financial inclusion emerged
as a recurring topic in the context of emerging markets, with attention to
Al-enabled innovations such as mobile banking and microfinance.

Conversely, unstructured data revealed social and environmental chal-
lenges, frequently emphasising “social justice”, “labour and child labour”,
and “diversity equity”. These findings indicate innovation potential in areas
such as digital platforms for labour rights, tools for managing diversity and
equity, and community-focused sustainability technologies. Representative
examples of the extracted topics and clusters are presented in Table [13]

Before semantic mapping, human evaluation and visualisation confirmed
thematic differences between data types. Structured data emphasised finan-
cial stability, while unstructured sources captured dynamic social discourse.
As shown in Table [14], social topics were more common in structured data
(31.71%) than in unstructured data (22.58%); however, multi-dimensional
ESG categories—especially Environment-Social-Governance (16.13% vs. 12.2%)
and Environment-Governance (9.68%) than in structured ones (4.88%)—were
more prevalent in unstructured sources. These patterns indicate that public
discourse emphasises environmental governance more than formal reports.
Integrating both sources enables a fuller ESG assessment that reflects both
institutional priorities and emerging societal concerns.
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Table 13: Topic Clusters Organised by Territories, Sectors, and Authorities

Category Data Source

Topics

. Unstructured  South Africa (Countries in South Africa), European Sustainability,
Territories o
Local Communities
Structured Emerging Market Economies, Global Financial, Shock Countries,
Euro Area Periphery
Sectors Unstructured  Supply Chain, Procurement
Structured Banking, Real Estate, Asset Management Industries, Supply Chain,
Corporate Bond Markets
Authorities Unstructured N on—ﬁnancml Repgrtlrlg Directive, Responsible Reporting, Report-
ing Directory, Policymakers
Structured Policymakers, Sustainability Reporting Directive (SRD), Non-

financial Reporting Directive (NFRD), Basel Community

Table 14: ESG Categorisation of Topics Extracted Using GenAl

ESG Category

Structured (%) Unstructured (%)

Social 31.71 22.58
Environment, Social, Governance 12.2 16.13
Social, Governance 24.39 24.19
Environment 19.51 19.35
Environment, Governance 4.88 9.68
Environment, Social 4.88 4.84
Governance 2.44 3.23
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4.3. Text Similarity and Contextual Analysis

To ensure semantic relevance to sustainability objectives, we applied text
similarity and contextual analysis to map extracted topics to SDGs and ESG
subcategories. This process identified thematic gaps and innovation oppor-
tunities across regions and industries by linking topics to ESG dimensions.

As shown in Table [15] topics from structured data primarily reflect gov-
ernmental priorities, including policy and regulatory focus areas. In contrast,
unstructured data reveals practitioner-led concerns, particularly around emis-
sions disclosure and target-setting practices.

This methodology bridges global sustainability goals with regional and
industrial needs. To quantify this alignment, we calculated the percentage of
topics across ESG categories for both structured and unstructured data. This
step supports human evaluation, verifies whether GenAl and other models ac-
curately relate to ESG themes. Measuring alignment serves as an evaluation
benchmark, determining each model’s relevance to sustainability concerns
and to guide future improvements for ESG applications.

Additionally, similarity analysis revealed temporal trends in sustainabil-
ity discourse, showcasing shifting priorities over time. These patterns are
crucial for automated sustainable decision-making, which accounts for his-
torical context and dynamic ESG priorities. By integrating two data sources,
this approach offers a holistic view of SDG-ESG interactions, aligning ter-
ritorial strategies with global goals and informing data-driven sustainability
planning.

5. Discussion

5.1. Sectoral and Regional Insights

To align solutions with industry-specific and regional needs, we identified
stakeholders and geographies through keyword analysis (Table . Struc-
tured data linked key topics to broader economic regions, whereas unstruc-
tured data revealed more localised references and ESG-related terms, such
as “reporting directory”.

South Africa emerged as a notable case, identified in both structured and
unstructured datasets. Despite its advanced infrastructure and industrial
base, economically the country remains the most unequal in the global rank-
ings, with a projected real annual growth rate of 1.9% [52]. This contrast
underscores opportunities for targeted innovations in sectors such as mining,
technology, and finance -the key drivers of South African economy.
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Table 15: Mapping of Extracted Topics to SDGs and ESG Categories. The table presents
structured and unstructured data topics analysed through GenAl, showing their alignment
with Sustainable Development Goals (SDGs) and Environmental, Social, and Governance
(ESG) categories.

Data
Source

Topic

Aligned SDG

ESG Category

Structured

Global Economic Outlook, Mone-
tary Policy, Financial Markets, Re-
gional Economic Performance, Risks
and Vulnerabilities, Corporate Finan-
cial Health, Housing Market Trends,
Sector-Specific Concerns

Goal 3: Good Health &
WellBeing

Social

Global Economic Outlook, Inflation
Trends, Financial Markets, Banking
System Stability, Global Credit Cycle,
Corporate Financial Health, Housing
Market Dynamics, Sector-Specific Con-
cerns

Goal 17: Partnerships
For The Goals

Governance

Unstructured

Environmental Sustainability, Carbon
Disclosure Project (CDP), CDP Re-
porting Practices, Momentum in Re-
porting, Data Assurance, Approval
Processes, Data Coverage, Commit-
ments to Sustainability

Goal 6: Clean Water &
Sanitation

Environment, So-
cial

SBTi Monitoring Report 2022, Science-
Based Targets Initiative (SBTi), Adop-
tion of Science-Based Targets, Scope
3 Emissions, Net-Zero Targets, Ge-
ographical Insights, Emissions Data,
Market Capitalisation, Company Rep-
resentation

Goal 1: No Poverty

Social
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Structured data referenced macroeconomic policies and global financial
cooperation, indirectly associating with South Africa through keywords such
as “macroprudential tools,” “policymakers should,” “monetary policy,” and
“G20,” while unstructured data added specificity, highlighting terms like
“liquidity,” and “business models,” emphasizing sustainable recovery efforts
in African economies. Cosine similarity and topic modelling validated these
findings, reinforcing the thematic connections between structured economic
discourse and real-world market potential.

This finding aligns with broader discussions in development economics
and sustainability studies, which highlight the complex interplay between
national economic structures and local socio-environmental challenges in
emerging markets [53]. Further recommend that developed nations focus
on increasing renewable energy investments and improving energy efficiency,
while emerging and frontier economies should prioritise governance quality
and economic growth—both of which show strong correlations with sustain-
able development performance [54].

Our Al-driven approach contributes to this discourse by operationalising
an integrated framework that captures these dynamic regional contexts. This
also aligns with the broader academic call for leveraging multi-source data
and Al tools to refine SDG-driven urban planning. While promising, this
emerging field is still under development, requiring expanded and diverse
data for enhanced long-term sustainability planning. Our work addresses this
by integrating structured and unstructured ESG sources to better capture
dynamic regional contexts for policy analysis and strategic planning [55].

5.2. Comparative Insights from Structured and Unstructured Data

Analysing structured and unstructured data revealed thematic overlaps
and distinctions, offering insights into sustainability and strategic decision-
making. While statistical performance varied by model, manual inspection
confirmed recurring themes across sectors and authorities.

Structured data predominantly focused on global financial topics—such
as “global central banks,” “sovereign debt,” and “real estate”— and em-
phasised stakeholders like “authorities,” “mutual fund owners,” and “Basel
committees” that reflecting priorities in policy, regulation, and risk manage-
ment.

In contrast, unstructured data provided actionable insights, centred on
“scope emissions,” and “sustainable strategies” while also surfacing social
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themes such as “local communities,” “labour rights,” “biodiversity in sus-
tainability,” and social justice”. Diversity, Equity, and Inclusion (DE&I)
emerged as a key focus, reflecting grassroots-level sustainability concerns.

While both data types occasionally overlapped (topics on “assets” and
“European Area”), unstructured data spanned multiple industries, empha-
sised themes like reporting standards, supply chain management, and sus-
tainable innovation. Structured data, though more policy-oriented, acknowl-
edged regional specificity through references such as “regional analysis” and
“supply chain planning”. For example, topics on “supply chain manage-
ment” highlighted the need to align global standards with local regulations
to enhance transparency and accountability. This finding is consistent with
ESG literature highlighting that integrating local operational data improves
corporate responsiveness to regional regulatory contexts [56].

Temporal analysis further illustrated key differences: unstructured data
displayed evolving SDG insights over time (Figure @, enabling organisations
to address root causes more proactively. In contrast, structured data (Fig-
ure |5|), while still valuable, lacked temporal granularity, complicating SDG
progress monitoring. Similar findings have been reported in sustainability an-
alytics studies showing that temporal text mining of social data helps track
shifting public concerns and guide timely interventions [5]. Although both
data types correlated well with ESG pillars, tracking SDG evolution required
more granular, issue-specific analyses.

From a multi-level governance perspective, structured data reflects high-
level institutional objectives, whereas unstructured data mirrors on-the-ground
socio-environmental dynamics [20]. The combination of both enables more
integrated ESG decision-making by addressing the information asymmetries
that often exist between regulatory and community-level actors [57].

Overall, structured and unstructured data served complementary roles.
Structured data offered a macro-level policy and economic view, while un-
structured sources captured real-time, community-level challenges, enriching
strategic frameworks with adaptive, actionable insights.

5.3. Advancements in GenAl and Topic modelling

This study investigates LDA, BERTopic, and GenAl to extract sustain-
ability insights, reporting standards, and regulations—each method con-
tributing distinct analytical strengths.

BERTopic revealed nuanced topic relationships, linking themes such as
financial_inclusion and sustainable_supply_chains, and thereby en-
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Figure 5: Temporal Mapping of SDG-Aligned Topics. Evolution of key topics over time
from structured data, illustrating their alignment with Sustainable Development Goals

(SDGs).
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Figure 6: Temporal Mapping of SDG-Aligned Topics. Evolution of key topics over time
from unstructured data, illustrating how local sustainability narratives align with Sustain-
able Development Goals (SDGs).
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Figure 7: Topic Frequency Change in Structured Data. Comparison of topic frequency
distributions before and after MIPROvV2 prompt optimization in structured data.

riching the understanding of sustainability intersections within structured
data. Compared to LDA, BERTopic generated semantically more cohesive
topics. GenAl further extended this capability by synthesising high-level
sustainability themes and contextualising them across diverse data sources.
To further evaluate the impact of prompt optimisation, we analysed the
frequency and distribution of extracted keywords using bar charts(Figure m
and Figure [§) and word clouds (see Figure (10| and Figure @ While the core
themes remained consistent—such as Scope 3 Emissions, Sustainability Re-
porting, and Financial Stability—the optimised prompts produced outputs
with reduced redundancy and clearer structure. For instance, in the unstruc-
tured data, repetitive terms like social were de-emphasised post-optimisation,
while specific concepts such as Science-Based Targets and Supply Chain
Sustainability became more prominent. In the structured dataset, domain-
specific terminology such as Global Financial Stability and Monetary Policy
increased in frequency, reflecting closer alignment with the documents’ core
aims. These changes suggest that prompt optimisation enhanced term clarity
and document fidelity without altering the underlying semantic content—an
outcome supported by both human judgment and similarity metrics.
Beyond clustering, GenAlI identified a wide range of reporting frame-
works and sustainability standards. These included international initiatives
such as the Carbon Disclosure Project (CDP), International Sustainability
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Figure 8: Topic Frequency Change in Unstructured Data. Comparison of topic frequency
distributions before and after MIPROvV2 prompt optimization in unstructured data.

Figure 9: Word clouds of Unstructured Topics. Visual comparison of topic keywords from
unstructured data before and after MIPROv2 optimisation.
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Figure 10: Word clouds of Structured Topics. Visual comparison of topic keywords from
structured data before and after MIPROvV2 optimisation.

Standards Board (ISSB), and International Financial Reporting Standards
(IFRS), as well as regional standards such as the European Sustainability
Reporting Standards (ESRS) and Corporate Sustainability Reporting Direc-
tive (CSRD). GenAl also extracted domain-specific topics, including Scope
3 Emissions and the Science Based Targets Initiative (SBTi), reflecting its
capacity to capture both global and regional sustainability priorities.

GenAl’s ability to extract specific and actionable themes highlights its
value in sustainability analysis. It not only detects gaps in reporting prac-
tices but also proposes regionally relevant solutions, supporting alignment
with global standards while addressing local needs. This positions GenAl as
a bridge between high-level regulatory frameworks and operational sustain-
ability goals.

Tables [16| and [17] present key topics extracted by GenAl, offering action-
able insights for policymakers and practitioners. These findings underscore
GenAl’s complementary role alongside traditional topic modelling in sup-
porting evidence-based, sustainable decision-making.

5.4. Al-Driven ESG Mapping and Insights

We used Al-driven analytics to map topics to SDGs and ESG categories,
enabling structured alignment of sustainability themes. Figure [11| highlights
the importance of integrating both structured and unstructured data to de-
velop comprehensive ESG strategies. After prompt optimisation, GenAl
identified clearer ESG categories, improving the accuracy and relevance of
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Table 16: Categorisation of Unstructured Topics Extracted Using GenAlI. This table
presents the extracted topics from unstructured data, grouped into key sustainability-

related categories.

Category Extracted Topics

Environment Greenhouse Gas Emissions, Climate Change, Scope 3 Emissions,
Decarbonization through Value Chain Optimisation

ESG Diversity, Equity and Inclusion, Corporate Strategies, Partner-
ships for Sustainability

Sustalna.bl ity Embedding ESG and CSR into Business Strategy, Linking Or-

Integration

ganisational Flexibility to Sustainability Goals, Leveraging SaaS
for ESG Reporting

Innovative Tools
and
Frameworks

Incorporating Green Finance Taxonomies, Deployment of Per-
formance Monitoring Tools

Risk Mitigation

Managing Climate and Financial Risks, Proactive vs. Reactive
Supplier Engagement, Addressing Barriers to Decarbonization

Global Standards
Alignment

Alignment with International Guidelines (e.g., TCFD, GRI,
ISSB), Integration of SBTi Frameworks for Scope 3 Reporting,
Compliance with Emerging Regulatory Landscapes

Future-Oriented
Development

Building Climate-Resilient Infrastructure, Promoting Sustain-
able Procurement Practices, Momentum in Reporting and Data
Assurance
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Table 17: Categorisation of Structured Topics Extracted Using GenAl. This table presents
the structured topics categorised into key financial and sustainability domains.

Category

Extracted Topics

Global Financial
Stability

Global Economic Outlook, Monetary Policy, Financial
Conditions, Inflation Trends, Economic Recovery, Re-
gional Economic Performance, Liquidity Issues, Economic
Growth, Interest Rates

Sustainability
and
Climate Strategies

Sustainable Investment and Climate Change, Partnerships
for Sustainability, Scope 3 Emissions, Greenhouse Gas
Emissions, Diversity, Equity, and Inclusion, Environmental
Strategies, ESG Reporting

Sector-Specific
Practices

Housing Market Dynamics, Corporate Sector Vulnerabili-
ties, Banking System Stability, Sovereign-Financial Sector
Nexus, Credit Conditions

Market Dynamics
and
Risk Management

Financial Stability Risks, Regulatory Responses, Sys-
temic Stress Concerns, Nonbank Financial Intermediaries
(NBFTs), Market Sentiment, Indebtedness and Leverage

Policy
and
Governance Practices

Policymaking Challenges, Regulatory Frameworks, Task
Force on Climate-Related Disclosures (TFCD), Science-
Based Targets Initiative (SBTI), Responsible Reporting,
Policy Recommendations
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mapping efforts. Governance topics were more prominent in unstructured

Figure 11: ESG Topic Allocation by Data Source. Distribution of extracted topics across
Environmental, Social, and Governance (ESG) categories, comparing structured and un-
structured data sources.

data, reflecting increased public and industry discourse on corporate respon-
sibility and regulatory reforms, likely driven by policy shifts. Conversely,
structured data continued to emphasise environmental dimensions, indicating
a top-down perspective shaped by policy and institutional strategies. This
misalignment underscores the need for multi-source ESG analysis: structured
reports may overlook emerging or localised concerns, while unstructured con-
tent can lack formal rigour or standardisation.

Additionally, social ESG themes were underrepresented in structured
data, suggesting potential blind spots in areas such as equity, inclusion,
labour rights, workforce, and well-being. Unstructured sources more fre-
quently captured these dimensions, indicating the value of integrating bottom-
up discourse for inclusive sustainability insights. Addressing this gap requires
targeted interventions that elevate underrepresented themes within formal
frameworks.

Mapping topics to SDGs provided a quantitative lens to assess sustain-
ability alignment. Figures[12]and[I3]illustrate topic-to-SDG alignment across
data sources, enabling policymakers to prioritise actions, allocate resources,
and monitor sustainability progress. Structured data showed higher cover-
age in integrated ESG categories, while unstructured data highlighted active
social issues. These results offer actionable intelligence for aligning global
objectives with regional and industry-specific realities.

Integrating structured and unstructured data enables a comprehensive
ESG analysis, effectively aligning sustainability efforts with SDG targets.
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Figure 12: SDG Topic Alignment — Structured Data. Distribution of topics extracted
from unstructured data mapped to Sustainable Development Goals (SDGs), highlighting
coverage across social, environmental, and economic dimensions.
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Figure 13: SDG Topic Alignment — Unstructured Data. Mapping of topics derived from
structured financial documents to relevant SDGs, showing the emphasis on macroeconomic
and regulatory themes.
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Through semantic mapping and topic modelling, this approach bridges data-
driven insights with actionable strategies. By highlighting ESG-SDG align-
ment, it supports the development of adaptive, industry-specific, and region-
focused sustainability solutions.

6. Conclusion

This study introduces a novel approach to sustainability reporting by
integrating topic modelling, prompt optimisation (MIPROv2) and FinBERT-
based semantic similarity. By combining structured and unstructured data, it
bridges global policy goals with regional strategies, uncovering opportunities
to align local innovations with ESG and SDG targets.

Findings underscore the need for multi-source analysis. Unstructured
data reveals essential practices, including stakeholder engagement and per-
formance monitoring, emissions reporting, and science-based targets for value
chain decarbonization (e.g., SBTi, PCAF). These insights reflect on the pri-
orities around Scope 3 emissions, equity, and performance monitoring.

Structured data added macroeconomic context—tracking systemic risks,
financial stability, and monetary policy. This supports high-level planning
around sustainability-linked financial trends and global economic vulnerabil-
ities.

When we put these different types of information together, both struc-
tured and unstructured, we get a much clearer, multi-layered view of sustain-
ability challenges. This combined approach successfully connects high-level
global policy ideas with the specific needs and new ideas at a local level
(Figure [14 Our work proves that advanced Al tools like GenAl and other
NLP methods are very effective at linking regional insights with global ob-
jectives. This makes ESG analysis better and offers useful information for
people making decisions, financial experts, and researchers who are work-
ing towards a sustainable future. By bringing together insights from many
data sources, this research helps leaders in policy, finance, and industry to
fill knowledge gaps, align local actions with global goals, and create smart,
focused solutions that will drive real change. To promote transparent, and
sustainable research, we provide open access to key results and model outputs
via LookerStudio [7]

"https://lookerstudio.google.com/s/16pEtcAAgdO
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https://lookerstudio.google.com/s/l6pEtcAAgd0

Figure 14: Wordclouds of Topics by GenAl for Structured and Unstructured

7. Limitations

While this study introduces a novel Al-driven framework that integrates
structured and unstructured sustainability texts for ESG and SDG align-
ment, it is not without limitations.

First, the data selection process posed inherent challenges. Although the
IMF Global Financial Stability Reports and Greenstone newsletters were cho-
sen for their relevance and complementarity, they represent a specific subset
of global and local sustainability discourse. This limits generalisability across
geographies and sectors, and future research should expand the dataset to
include more diverse institutional reports and grassroots-level content across
multiple regions.

Second, evaluating the performance of GenAl-generated topics presented
interpretability constraints. Despite using prompt optimisation (MIPROv2)
and semantic similarity measures (FinBERT), qualitative assessment remains
partially subjective and dependent on human judgment. Developing system-
atic validation frameworks for LLM-derived insights — especially in sensitive
domains like ESG — remains an open challenge and a key area for method-
ological advancement.
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8. Future Work

Building on the insights from our Al-driven approach, another crucial
avenue for future work will involve a deeper integration of social and be-
havioural sciences into the sustainable decision-making process. While our
current approach excels at extracting technical and economic insights from
various structured and unstructured data sources, the successful adoption
and long-term impact of sustainable policies and innovations fundamentally
depend on human behaviour and human-centric dynamics. Therefore, we
plan to explore how concepts from social psychology, and behavioural eco-
nomics can inform the interpretation of our Al-derived findings. This includes
understanding the motivations and barriers influencing stakeholder engage-
ment, identifying cognitive biases that hinder the adoption of sustainable
practices, and developing more effective communication strategies to share
complex sustainability information. By bringing together the ”what” (from
data analysis) with the "how” and ”why” of human action, we aim to develop
a more holistic and actionable framework. This interdisciplinary approach
will enable policymakers and industry leaders to not only identify optimal
sustainable pathways but also design interventions and strategies that are
more likely to be accepted, implemented, and sustained by individuals and
communities, ultimately driving more effective and equitable progress to-
wards a sustainable future.

9. Ethical Considerations

This research prioritises ethical data use, transparent reporting, allign-
ing with the UN SDG 2030 agenda. It supports fair ESG investment and
promotes sustainable research and reporting practices.
10. Funding

This research did not receive any specific grant from funding agencies in
the public, commercial, or not-for-profit sectors.
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